Executive Summary

Terrain rendering and visualisation is a subject area that has received considerable atten-
tion in the past few years and continues to do so. All existing algorithms suitable for pro-
viding interactive rendering rates are all based around a similar principle. This results in
all approaches having the same inherent flaws of not being able to represent topographical
features such steep vertical sections, caves or overhangs.

This paper outlines a volume based technique for terrain rendering that does not suffer
from the same shortcomings whilst still providing good performance for realtime simula-
tions.

Distance fields and in particular adaptive sampled distance fields were chosen as the vol-
umetric scheme for the terrain rendering.

Different techniques to provide level of detail rendering and texturing have been consid-
ered and appropriate methods chosen.

Methods of converting existing terrain data such as elevation maps to a volumetric format
have been considered and an implementation created showing such conversions can be
done effectively.

Achievements:

e Created a volume based terrain visualisation algorithm based on adaptively sampled
distance fields.

e Devised a scheme to perform all computations in a block based approach to increase
rendering performance and allow realtime editing. See see Section 2.12 on page 28.

e Devised a new scheme for texturing the terrain based on blending volumetric tex-
tures together at runtime.

e Implemented a Distance Transform algorithm to convert an elevation map to a dis-
tance field, see Section 2.4 on page 17.

e Implemented code to compute and store an Adaptive Distance Field, see Section 2.5
on page 18, which is an implementation of the Virtual Clay paper [2] by Bremer et al.

e Written approximately 5500 lines of C++ code.
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1 Background

1.1 Terrain Visualisation

Terrain rendering is becoming ever more popular as consumer level hardware becomes
increasingly powerful. There is something very appealing about being able to reproduce
large landscapes and in giving the user complete freedom of movement. One of the most
impressive examples so far is a game called FarCry (http://www.farcry-thegame.

com/). The best and most up-to-date resource for information about terrain rendering and
visualisation is the Virtual Terrain Project website at http://www.vterrain.org/

The biggest influencing factor in the adoption of large scale terrain visualisation is the
increase in computing power available. This is both in terms of CPU power and the mas-
sive leaps in the ability of graphics hardware. Both of these have made it feasible for the
entertainment industry to produce games incorporating large scale landscapes.

A lot of research has been done in recent years into both new algorithms for terrain visu-
alisation, as well as other aspects of visualising outdoor scenes such as simulating atmo-
spheric lighting [12] and realtime cloud rendering [7]. All of this provides a good frame-
work for being able to produce believable looking outdoor simulations.

Flight simulators have allowed for the visualisation of very large landscapes for many
years, but the algorithms involved are very tailored to the specific needs of long viewing
distances from a great height. The biggest concern of these algorithms is with present-
ing large amounts of real world texture detail to the user, but is not as concerned with
accurately modelling the layout of the land. Generally only large scale features such as
mountains need to be represented, as most other features are simply not visible from high
above them.

Most terrain visualisation algorithms are all based around similar principles and hence all
suffer from the same problems and shortfalls as each other.

Basics

All current terrain visualisation algorithms work from some very basic principles. Input
data is taken from an elevation or height map. This can be thought of as a 2D image
specifying the height at each point; which can be easily visualised as a grayscale image,
where the intensity of the colour represents the height (see Figure 1(a)).

To create a mesh from an elevation map a grid of points all lying in a horizontal plane is
created (see Figure 1(b)), with each grid point corresponding directly to a single point in
the elevation map. The vertical displacement of each point is then derived directly from
the values in the elevation map, producing a mesh that represents the elevation map (see
Figure 1(c)).



(a) Elevation map as an image (b) Grid of points

(c) Basic terrain mesh

Figure 1: Basic terrain mesh representation

This process is extremely simple and fast, allowing terrain meshes to be generated with
very little code. Numerous tools exist to create and edit elevation maps, large sections
of the Earth have also been mapped via satellite imagery. The availability of the satellite
imagery varies as only some portions of the Earth are available, but generally the higher
resolution better quality maps are only available commercially.

Elevation maps provide a fast simple method for controlling the appearance of a section of
terrain. Building the same mesh manually is perfectly possible and in some situation may
actually be preferable (see Section 1.3).

The use of elevation maps dominates terrain rendering for two very simple reasons:

1. Many techniques exist to procedurally generate images that provide good terrain
like features, allowing artists to rapidly create new worlds or allows each user to
experience a new, unique landscape.

2. Altering features in the terrain can be performed simply and quickly from within a
paint package. Results are easy to visualise and editing can be performed without
knowledge of complicated 3D editing software.



Importance of Realtime Visualisation of Terrain

Realtime visualisation of terrains has many applications beyond that of computer enter-
tainment. One of the most widely touted future uses is virtual tourism, however the use-
fulness of such an application is debateable. More fundamental uses such as ecology, land
management and environmental modelling do, however, exist and all benefit from the
ability to easily and efficiently visualise and work with terrain data.

Modelling applications do not necessarily require the ability to perform realtime visuali-
sation, but the usability of the application is greatly enhanced if realtime visualisation is
achievable. It allows the user to instantly view changes and examine the terrain from many
different view points, giving the ability to rapidly appraise data and its significance.

Being able to demonstrate the effect of changes to a landscape over a period of time gives
users a very powerful tool. Whilst not necessarily needing the ability to produce such
animations in realtime, any software that can produce such animations quickly is a great
asset.

1.2 Approaches to Realtime Visualisation

Visualising a large piece of terrain in realtime obviously places high demands on both the
memory and the graphics hardware of the machine involved. To reduce these demands a
level-of-detail (LOD) scheme needs to be employed, to remove extraneous detail.

Several different approaches have been developed recently to deal with terrain visualisa-
tion, some suited to very large terrains (several kilometers square) [9] and others very well
suited to achieving very high frame rates [4] [5]. Ulrich [18] provides a good introduction
to some of the key concepts in terrain visualisation in the first eight sections of his paper.

Ulrich [18] breaks the terrain algorithms down into two broad categories pre-GPU and
post-GPU, where GPU refers to the Graphics Processing Unit or the graphics hardware.
The distinction is made because until recently consumer level graphics hardware was not
very powerful and hence triangle throughput! was a major concern. Over the past few
years consumer graphics hardware has seen a massive increase in processing power and

hence triangle throughput has massively increased.

As a result older algorithms concentrate on providing a minimal set of triangles to visualise
the terrain at the expense of increased CPU power, whilst newer algorithms tend to favour
a more brute force approach using less CPU power and making use of the extreme power
of the GPU. The approach has arisen because it it more efficient to have the GPU render a
few hundred more triangles, rather than spending extra CPU time calculating an exact set

of triangles to render.

!Term used to describe the number of triangles the GPU can process per second, typically measured in
MTris/sec.



Nearly all methods work from the basic regular grid approach (see Section 1.1) for creating
the initial mesh and provide a means to refine this mesh based on the position the mesh is
currently being viewed from.

Continuous LOD Algorithms

Continuous LOD (CLOD) algorithms provide continuously varying levels of detail and
generally require the most CPU work out of all the algorithms. The most widely used
technique in this category is an algorithm called ROAM [5].

All CLOD techniques operate around an error metric that is used to determine whether
or not a triangle needs to be present in the final mesh, based on given the current viewing
location. For each rendering of the mesh, the mesh must be entirely or partly reconstructed
depending on the motion of the viewpoint.

It is for this reason that CLOD schemes have fallen out of favour with current GPU tech-
nology. With current GPU hardware, it is possible to store static geometry directly in the
hadware’s memory, allowing for very fast rendering. With CLOD schemes the geometry
is constantly changing, requiring the new data to be repeatadly re-sent to the GPU. This
decreases the efficiency of the GPU and requires extra CPU work.

Discrete or Chunked LOD Algorithms

This category of algorithms generally provide the best performance on current graphics
hardware, because they require a low CPU overhead at runtime and rely more heavily on
the GPU’s processing power. Chunk based algorithms produce a higher triangle count,
compared with CLOD ones, but the reduction in CPU overhead is significant.

Typically the terrain is broken down into blocks or chunks and a set number of detail
levels are computed and stored for each block. At runtime the only CPU work required
is to simply choose which detail level each block needs to be rendered at. This approach
is more efficient on two fronts, reduced CPU overhead allows more processing power
for other aspects of the simulation and the static geometry allows for the most efficient
rendering as the geometry can be stored on the GPU.

De Boer [4], was one of the first people to propose an algorithm of this nature. His tech-
nique is called Geometrical Mip Maps and is based around the same principles the mip
mapping uses for textures. Texture mip mapping works by generating four versions of
a texture at increasingly lower resolutions and then at runtime choosing the most appro-
priate texture size based on the viewers distance from the texture. The analogies with the
geometrical approach outlined above are obvious.

There is one significant downside to using chunk based approaches, that is joining blocks



of differing detail levels together. When rendering with mesh chunks of varying detail
levels, a scheme needs to be devised to join the edges of chunks whose detail level vary.
When joining detail levels together, the lower detail level will have fewer vertices than the
higher one. The problem this causes arises when the edges of polygons at differing detail
levels touch, Figure 2 demonstrates why this is a problem.

One common restriction to apply to the rendering is to enforce the rule that neighbouring
blocks can only ever be one level of detail apart. This significantly reduces the problem, as
only one special case has to be accounted for. Typically a small section of mesh is created
to join between the vertices on either edge of the differing detail levels.

Another approach to this is outlined in [18], a small flange triangle is placed where cracks
would occur to mask their presence. The advantage of this approach is that an explicit
mesh that joins the differing detail levels does not have to be computed.

Common Problems with LOD

Several problems occur with all LOD schemes regardless of the actual method of imple-

mentation.

e Popping — When a vertex is removed from a mesh in CLOD schemes, or when a
lower level of detail is selected in chunked schemes the mesh changes shape. If the
change in shape is significant, this change will be very obvious and visually annoying
to the user. This visual artefact can be avoided by having the mesh morph from one
detail level to the next over the course of a few frames.

e Cracks and T-junctions — These occur when one of the vertices of a face lies on the
edge of another face. When the mesh is rendered, rounding errors and numerical
inaccuracies cause a small hole or a crack to appear in the rendered image. Visually
these appear as small flecks of colour that appear and disappear depending on the
viewing angle relative to the portion of the mesh. Figure 2(a) shows a T-Junction, at
v1. The crack occurs because the position specified for the vertex v1 will differ from
the value obtained at the same position by interpolating between v0 and v2, due to
round off errors. Figure 2(b) shows how this problem can be avoided by splitting any
faces where T-Junctions occur, i.e. the involved faces share the same vertex position
and hence no crack can occur.

Paging Data

For visualisation of truly large terrains, all the data required cannot be stored in system
memory at one time, hence data has to be paged from the hard disk. Allowing data to be
paged into memory on demand, requires that the algorithm be designed with this concept
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Figure 2: T-Junctions and how to avoid them

in mind, as it is not something that can be trivially added to an existing algorithm. Only
two existing terrain algorithms explicitly mention paging of data [9] and [15].

In order to allow data to be paged in, the terrain must be separated somehow, either into
blocks or into a hierarchy to allow portions of the data to be paged in and out of memory
according to need. A scheme is needed to selectively page data in and out of memory. This
will be similar to the level of detail computation, but less selective as it needs to predict
when data is likely to be used so that it is available when actually needed. [9] proposes
an interesting scheme to perform the actual paging in and out of data, that is to make use
of the mmapfunction, allowing the operating system to take care of the details of paging
in and out the data. However, as Lindstrom Pascucci state [9], careful consideration of the
data layout is still required to minimise paging operations.

Paging is not something that is directly being addressed in this report, although the frame-
work should allow for paging to be explored and implemented at a later date if required.

1.3 Shortcomings of Existing Approaches

All of the current realtime terrain algorithms suffer from the same shortcoming, resulting
directly from the construction of the mesh from a grid of points (see Section 1.1). At each
point in space only a single height value is stored, meaning caves, tunnels and overhangs
cannot be represented.

Steep vertical edges are also problematic using existing techniques due to the method of
mesh construction. Over very steep sections, single polygons can be stretched to occupy a
large amount of space, Figure 3 demonstrates why this occurs. Figure 3(a) shows a large
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(a) Regular grid based approach (b) Added vertices to avoid stretching

Figure 3: Problems with regular grid approach

change in height between two neighbouring vertices, which causes the triangle that sits
between these vertices to occupy a lot of vertical space. For simple rendering of the mesh
this is not too problematic, however this does cause problems when attempting to apply a
texture to the mesh (see Section 2.9 for more details.).

All these shortcomings can be directly addressed by abandoning the elevation map based
terrain altogether and directly building the terrain mesh in a 3D package. However the
loss of the ease of altering and representing the terrain is an obvious loss in this situation.
A solution that allows us complete freedom of topology but preserves easy editing and
good LOD capabilities would therefore be ideal.

1.4 Volume Based Terrain

In order to solve these problems the step needs to be made away from the traditional
methods over to fully a volumetric approach. Taking a volumetric approach removes any
restrictions upon the topology of the terrain that can be represented.

Over the years a lot of research has been done into handling and rendering volumetric
data, mainly due to the medical profession requiring methods of visualising data such as
CT scans. The advantages and disadvantages of numerous volume representation and
rendering techniques can be readily found.

Volumetric Techniques

Volumetric data can be both stored and rendered using many different techniques. Each
having their own distinct advantages and disadvantages.

Storage techniques:
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e Asavoxel® field, with a value being stored at each voxel location. Values for locations
between the voxel can be reconstructed using some form of interpolation.

e As a set of contours, describing iso-lines on the surface of the object being repre-
sented.

e Binary voxel field, with each voxel being true or false as to whether or not that par-
ticular voxel is inside or outside the field.

Visualisation techniques:

e Raycasting —basic raycasting is performed to visualise the terrain, can provide good
results, but there is no consumer hardware acceleration available.

e Slice rendering — the volume is decomposed into a series of slices. The slices are
then rendered as a series of transparent textures to give the appearance of volume
and depth.

e Meshing — the surface of the volume being visualised is converted into a mesh which
can be subsequently rendered without the presence of the original volume data.

Advantages of A Volumetric Approach

The prime reason for searching for an alternative method of terrain visualisation is to re-
move the restrictions inherent in current approaches. Volumetric storage and rendering
does exactly this, removes all restrictions over the topology of terrain that can be visu-
alised.

Editing volumetric data is easy by comparison to a standard mesh. The data can be thought
of as a lump of clay from which chunks may be carved out, or small lumps added to.
Research exists into creating a true virtual clay system using specialised input devices [10].
Such a system provides a very intuitive approach to editing the data, but would require
considerable effort to implement.

Disadvantages of volumetric approaches

Storage and complexity of algorithms are the two main drawbacks associated with using a
volumetric terrain visualisation algorithm. The impact of both of these factors can however
be brought to within reasonable bounds as will be discussed later.

One area that does suffer and to which there is no simple solution, is that of editing the
data. By switching over to a volumetric system, the ease of editing the data, i.e. that of
simply changing an image, is lost. The only way to combat this is to provide suitable tools
to allow the user to edit in as simple a manner as possible.

%A voxel is a discrete point in 3D space, often called a 3D pixel.
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Constraints

Achieving realtime visualisation of complex data on consumer level hardware is only pos-
sible using polygon based rendering. This immediately places a restriction of requiring a
volume technique that can produce a mesh from the volumetric data. Which in turn places
a further restriction, as algorithms that produce a mesh from volumetric data require that
the volumetric data describes the surface rather the contents of the space.

That said, these restrictions are not incompatible with the goal of terrain visualisation, as
a section of terrain is just a surface that is defined in space. The only functions we need to
be able to perform on this surface are to be able to render and edit it.

1.5 Graphics Hardware

Consumer level graphics hardware has seen massive increases in both performance and
features in recent years, both of which allow for very large and ambitious visualisation
projects.

Most of the performance bottlenecks and best practices have previously been mentioned
(see Section 1.2). The following points indicate the best approach to achieving maximum

performance on current graphics hardware®.

e Very high volumes of data can be rapidly processed due to very deep pipelining and
parallelism on the graphics hardware, hence any stalls in the pipeline are very costly.
Stalls are most commonly caused by mesh data not having been transferred from
system memory to the graphics card’s memory.

o Geometry as well as textures can be stored directly in the graphics hardware’s mem-
ory, or can be very efficiently transferred over the AGP 4 bus. Highest performance
is obtained with static geometry stored directly in the GPU’s memory as no memory
transfers need to occur.

e Rendering each frame should be performed with as few calls to the graphics hard-
ware as possible. Sending few large batches of geometry is preferable to many small
batches.

1.6 Distance Fields

Distance fields are one means of representing volumetric data and have the advantage that
they can represent any shape in a general manner. There has been a considerable amount

*The nVidia (http://www.nvidia.com) and ATI (http://www.ati.com) websites contain a great deal of
information about performance tuning graphics applications for their hardware.
4 Advanced Graphics Port, a dedicated type of system bus and port for graphics hardware.
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of research carried out on the subject of distance fields, particularly because of the medical

profession’s use of volumetric data.

A distance field is a field defined over some space such that for every point in the field
the distance (signed or unsigned) to the closest point on the surface being represented is
known. Figure 4 shows a slice through a 3D distance field of a terrain. The white line
represents the surface, the red points represent distances for points outside the surface
and blue points represent distances for points inside the surface.

Highly curved and flat surfaces can both be well represented by distance fields. The only
limit on the data being represented is the sampling frequency of the distance field i.e. the
size of the smallest feature that can be represented is based on the spacing of the distance

samples.

The data being stored is the distance to a surface, hence only surface visualisation can
be performed with distance fields. To perform our terrain visualisation the surface repre-
sented by the distance field needs to be rendered. Typically this is done by rendering the
0-value isosurface ° to produce a representation of the surface.

Generally signed distance values are used, with negative values indicating a point is inside
the surface and positive values indicating a point is outside the surface. Some surfaces
have no concept of being inside or outside the surface and hence unsigned values are used

instead.

For the application of terrain visualisation a signed distance field is required, as certain

steps in the visualisation process require knowledge of whether or not a point in space is

(I

inside or outside the surface (see Section 2.6).

Figure 4: Example distance field and surface being represented

Distance fields suffer from exactly the same disadvantage as all other volumetric represen-
tations, namely that of requiring large amounts of storage to represent a given shape. For

°The surface made by connecting all the points with a distance value=0 to make a surface.
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example, for terrain rendering a suitable size of distance field would be 256x256x256. With
the distance values stored as single precision floats this would require 64MB of storage.
A futher refinement of the idea is therefore needed to allow the use of distance fields for
terrain visualisation (see Section 2.3).

Editing

Distance fields can be easily edited, the techniques involved are discussed later in Sec-
tion 2.11.

To provide a user interface for editing volumetric data editing operations must be per-
formed in realtime or near realtime. This is a challenging problem due the amount of
effort involved in visualising and meshing volumetric data.

1.7 Digital Terrain Modelling

Currently, a predominant use for terrain rendering is in computer games, meaning that
the research often ignores the accuracy of the terrain being displayed in favour of speed.
Typically this trade-off is made in a lot of situations when creating computer games.

Digital Terrain Modelling (DTM) is used in situations where areas of terrain have to be ac-
curately modelled. Typically this is used in surveying, civil engineering and construction,
to perform land planning, route planning and visual impact analysis to name but a few.

The business goal for this project is to produce a complete DTM package that is more
efficient and feature rich than existing solutions. The back-bone to this work will be the
terrain visualisation technique outlined in this report.

The standard workflow for DTM applications is that the raw basic data is imported from
one of several possible sources, e.g. elevation map or laser range scanned data. Once the
data has been imported into the application, many different operations can be performed
on the terrain depending on the capabilities of the application being used.
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2 Technical Overview

2.1 Goals

The goal of this report is to show that Adaptive Distance Fields (see Section 2.3) can be
used as a mechanism for providing realtime terrain visualisation with special attention to
removing any of the restrictions present in existing algorithms.

Existing distance fields can be used to produce a mesh that can be rendered at interactive
frame rates, however the storage required for the distance field is large. One obvious
solution to this problem is to simply use the distance field as a starting point to create a
mesh and then manually edit the mesh. This however defeats the purpose of providing
easy and rapid editing of the terrain.

A volumetric based approach (see Section 1.4) is the only way to overcome the limitations
imposed (see Section 1.1) by current techniques.

2.2 Distance Fields

The basic idea of distance fields is previously described in Section 1.6.

Distance fields are a good candidate for allowing unrestricted terrain visualisation for sev-
eral reasons:

1. Many techniques exist for visualising distance fields either directly ¢ , or more im-
portantly via the use of an intermediate polygonal representation [13], [6], [2] (also
see Section 2.6 for details of the approach used in this project).

2. Distance fields can be easily edited and a suitable user interface could be created to

allow for very intuitive manipulation.

3. Existing elevation data can be imported giving users with a good base from which
to generate more complex terrain (see Section 2.4).

2.3 Adaptively Sampled Distance Fields

Following on from the previous mention of distance fields (see Section 1.6), the idea of
Adaptivly sampled Distance Fields (ADFs) can be introduced. ADFs are a new variation
on the idea of distance fields ([13] [6], [2]) that help to greatly reduce the amount of storage
required to represent a surface by a distance field.

SRaycasting, projection and slice rendering all provide direct rendering of volume data without an inter-
mediate representation.
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Instead of explicitly storing distance values for each point in the field, a subset of the dis-
tance values are stored and intermediate distance values are reconstructed via interpola-
tion. This does introduce errors into the distance values, however the error values can be
very small providing a good set of values is chosen.

An octree 7 is used to represent the distance field, with distance values being stored at
the vertices of the octree nodes. The use of an octree allows for adaptive sub-division to
be employed based on the error introduced by approximating distance values with inter-
polation. The error arising from estimating the distance value is compared with an error
threshold and if below the threshold causes the octree node to be further subdivided. Sub-
division occurs until either the error is below the threshold or some maximum tree depth
is reached.

Good reconstruction of distance values is needed near the surface as it is here that the mesh
is constructed, but further away from the surface a higher error tolerance can be used 8.
By using an adaptive error term, proposed in [2], the octree is sub-divided further near the
surface and less away from the surface. Use of an error based scheme also accounts for ar-
eas of greater complexity, such as curved areas of the surface which require more samples,
whereas flat areas will require fewer samples. All of these facts result in significantly less
storage being required for an ADF compared with a standard distance field.

This reduction in storage requirements is the most important property of ADFs and as a
result make distance fields much more workable for realtime solutions.

2.4 Distance Transforms

Terrain data is typically provided as elevation data, that is a 2D array of height values. This
can be simply visualised as a grayscale image, with the brightness of the pixel representing
the height at that location.

Converting an elevation map to a distance field is a non-trivial task. A naive implementa-
tion requires calculating the distance from a given point to all other points on the surface
and choosing the minimum distance. This is incredibly time consuming, Satherley and
Jones [16] performed the computation for the CThead ° dataset (256x256x113 voxels) and
reported computation times of many days.

Obviously there is a tradeoff and in order to compute a completely accurate distance field
the only method is the brute force approach. Many techniques have been developed over
the years which can compute approximate distance fields from a volumetric dataset. The
techniques are known under the general name of Distance Transforms (DTs). Although
these methods only produce approximations to the distance field, they can produce very

"See the glossary on page 49 for an overview of octrees.
¥0nly true if the surface is the only property of the distance field we are interested in.
"The CThead dataset, is a commonly used test dataset for volumetric applications, on a par with the Stan-

ford bunny for graphics applications.
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accurate results. Satherley and Jones [16] quote mean errors as low as 0.01 units per pixel
using their sub-voxel techniques.

There have been numerous research papers on the topic of distance transforms, [3] and
[8] are just a few recent examples. All the different Distance Transforms have the same
basic structure to the algorithms, but vary in the details of the algorithms. In particular
[3] provides an excellent review of the main techniques and basic ideas involved in all
distance tranforms.

3D distance transforms fall broadly into two distinct categories Vector Distance Transforms
and Chamfer Distance Transforms, [17] provides a good comparison between the two dif-
ferent classes of algorithm. All 3D distance transforms follow roughly the same pattern,
but vary in the particular details of each stage. The following is a basic outline of distance
transform algorithms:

1. Convert input to a binary voxel field, classifying each voxel as inside the volume or
outside.

2. Create an initial distance field setting the distance to 0 for points on the surface and
to some maximal value for points not on the surface.

3. Perform several passes over the data propagating minimal distance values by the
application of a distance matrix to every point within the field. Passes are performed
both forwards and backwards over the dataset.

The particular variant on the distance transform used in this project is the one devised
by Satherley and Jones [16]. Their algorithm is in fact a hybrid between the two types
of algorithms and is called Vector-city Vector Distance Transform (VCVDT). Satherley and
Jones describe error reduction techniques such as sub-voxel accuracy have been described,
however only the basic version of the algorithm has been implemented thus far for this
project. Implementation of the error reduction techniques would enhance the accuracy of
the surface produced.

VCVDT was chosen because according to the results presented by the authors the accuracy
was very high and the execution times low. The low execution time comes from the algo-
rithm only requiring four passes over the distance vectors, where some algorithms require
six passes [11] over the entire dataset.

2.5 Basic Algorithm

The ADF building and meshing algorithm is basically an implementation of the scheme
outlined in [2]. An octree is used as the basic data structure for holding the distance values,
as it provides the perfect means of selectively sampling the distance values to different
resolutions at different places in the field. The outline of the algorithm is as follows:
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1. Recursively subdivide the octree until the approximated distance in the cell is to

within some error tolerance or a maximum depth limit is encountered.

2. Find all octree leaves that contain or touch the surface. These are called the data
leaves of the ADFE.

3. Creating the mesh is then a case of performing an operation on this set of data leaves
to produce a mesh that approximates the surface represented by the ADF. The ap-
proach taken in [2] is to take all the outside faces of the data leaves and use these as
the quadrilaterals that make up the mesh.

4. Once an approximate mesh has been created, the mesh needs to be relaxed onto the
actual surface. Figure 5 shows the mesh that is produced after the initial meshing
step and after it has been relaxed.

5. Relaxation alone is not enough to produce a high quality mesh, smoothing is also
required. Laplacian smoothing ' was used, Figure 6 shows the final mesh after
several relaxation and smoothing steps.

6. Assignment of material indices and calculation of material blending weights.

2.6 Mesh Generation

The mesh is produced by creating a set of polygons that lie on the 0-value isosurface within
the distance field. The first step to generating the mesh is to identify all the octree nodes
that contain or touch the surface.

Octree nodes can be put into three different classifications, all based upon the sign and
value of the distance field at the eight corners of the node:

e Empty - If all eight points have the same sign, then the octree node is either com-
pletely within or completely outside the surface. It is classified as Empty.

e Touches — If one or more distance values is zero and the non-zero values all share the
same sign, then the cube is touching the surface. It is classified as Touching.

e Contains — If the sign of the distance values over all eight points is not the same, the
node contains the surface. It is classified as Contains.

The mesh generation is performed using the algorithm outlined in [2] and works by out-
putting quadrilaterals for each face of the data leaves that are completely outside the sur-
face. This is done by visiting all the data leaves of the octree and determining which faces
of each leaf node are outside the surface by examining the distance values. All faces of the
data leaves that are completely outside the surface are added to the mesh.

19See the glossary on page 49 for a description of Laplacian smoothing.
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Once the basic mesh has been computed, the surface is relaxed (see Section 2.7) and smoothed
(see Section 2.8) to produce a mesh that lies on the surface.

Normal Calculation

Calculating good quality normals is essential for producing a good quality mesh represen-
tation of the distance field. The normals are required for relaxing the generated mesh onto
the surface, lighting and automatic generation of material indices (see Section 3.5).

The normal at a point is initially estimated by calculating the gradient of the surface based
on the surrounding distance values in the distance field. Equation 2.1 shows how the
normals are calculated from the distance field using central differences.

D(x—l—Am,y,z) —D(I—Aw,y,z)

2A
N(z,y,2) = D(x,y+Ay,22)ilE?(w,yfAy,2) N(z,y,2) = N(@,y,2) 2.1)
D(x,y,z-i—Az)—yD(ac,y,z—Az) ||N(.Z’, Ys Z)H
2Az

Better estimates for the normals can be computed using more complex techniques, but
this approach suffices. More accurate normals would reduce the number of relaxation and
smoothing steps that would be required to produce the final mesh (see Sections 2.7 and 2.8).

2.7 Relaxation

Relaxing the mesh is a relatively straightforward operation. Each point in the mesh is
moved towards the surface by using the normal and distance value at the particular point
i.e. the point is moved back along the normal so as to place the point directly on the
surface.

P(x,y,z)'zP(x,y,z)—N(x,y,m)*D(x,y,z)

Relaxation is needed because after the initial generation of the mesh, the vertices lie on
the corners of the octree nodes that contain the surface not actually on the surface. This
step forces the points directly down onto the surface based on the estimated normal and
distance at the point.

If the normals are inaccurate, the effect is very noticeable during the first relaxation oper-
ation (see Section 2.7) as the normals are used to move the mesh vertices down onto the
surface. Incorrect normals cause the points to be relaxed down onto the wrong point on

the surface.
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(a) Mesh after generation (b) Mesh after a single relaxation

Figure 5: Mesh before and after relaxation

2.8 Smoothing

Due to the initial mesh being generated directly from the octree cells, the relaxation step
does not produce the best quality mesh possible. Laplacian smoothing was chosen as
it is very simple and hence quick to execute, but produces the desired results. Laplacian
smoothing requires knowledge of each vertex’s neighbours. This information can be easily
obtained during the mesh building phase and hence requires no extra processing to obtain.

The Laplacian smoothing algorithm is as follows:

for i = 0 to number of vertices
localDiff = avgPositionOfNeighbours(i) - pos(i);
surfaceNormal = avgNeighbourNormal(i) *
DotProduct(localDiff,avgNeighbourNormal(i));
tangent = localDiff-surfaceNormal;

float amp = DotProduct(surfaceNormal,avgNeighbourNormal(i));

pos(i) = pos(i) + (tangent/2) + avgNeighbourNormal(i) *amp;
normal(i) = avgNeighbourNormal(i);
end for

Smoothing helps to combat the problem caused by incorrect normals, because the normals
are updated at the same time as smoothing the position of the vertices. The smoothed
normals are a better approximation than the original ones, hence the next iteration of the
relaxation operation provides a better approximation of the surface.

The distance each vertex moves during each iteration will decrease as the vertices converge
onto the surface. The iterations can either be stopped after a fixed number or alternatively

an average vertex movement can be computed and iterations can stop once this goes below
a fixed threshold.
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(a) Mesh after single relax and smooth (b) Mesh after several relax and smooth steps

Figure 6: Progressive refinement of mesh with further relax and smooth operations

From experimental evidence obtained two iterations appears to provide a good estimation
of the mesh. The error based approach can be used in situations where mesh generation
speed is not of high importance.

2.9 Texturing

Texturing a mesh of arbitrary topology is a hard problem, as there is no simple way to
apply a 2D texture to the surface without distorting the texture.

If a planar projection is used (the typical projection used in existing terrain applications)!!
large amounts of distortion occur on the vertical parts of the mesh. This is not too bad
with traditional terrain methods, as completely vertical sections do not occur. With an
ADF terrain vertical sections within the mesh can exist which produce very badly distorted

textures (see Figure 7).

There are several different techniques available to apply 2D textures to meshes whilst min-
imising distortion. Generally these approaches work by decomposing the mesh into sec-
tions and unfolding the sections onto a 2D plane. This creates a texture atlas which con-
tains an unfolded 2D representation of the mesh. Texture coordinates for the mesh are
generated to index the relevant portions of the atlas thus applying the unfolded texture to
the original mesh.

Lapped textures [14] is a technique of tiling a small pattern or piece of a texture over a mesh
in a non-repeating manner. The application of the texture can be done by either generating
and storing a texture atlas or can be done at runtime by rendering multiple passes of the
texture onto the model. According to Praun et al the latter approach generates a better
quality texturing but at the expense of requiring more steps to render.

The problem with the techniques outlined above is that they are based around applying a

!1See the glossary on 49 for more details on planar projections.
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single texture to a single object. Rendering a terrain with a single texture makes for a very
visually uninteresting landscape and requires a very large texture to provide good texture
detail over the entire terrain. More importantly these methods all require preprocessing
to apply the texture. Something which is incompatible with wishing to edit the terrain in

realtime.

Volumetric Textures

Volumetric textures provide a very simple solution to the problem of texturing the terrain
mesh. A volumetric texture is as the name applies a volume for which each point a colour
value is defined.

There are two obvious downsides to using volumetric textures:

1. Increased memory and hardware support is required for 3D textures.

2. Volumetric textures generally have to be procedurally generated as pre-made volu-
metric textures are not generally available. Making 3D textures by hand would be
an incredibly time consuming process and probably not worth the effort. Very real-
istic looking results can be achieved using procedurally generated textures, making
volumetric texturing a viable option.

Most current graphics hardware has in the region of 128MB of memory available meaning
the memory demands posed by using volumetric textures are of concern, but not one that
prevents their use. In the future graphics hardware is only likely to have more memory
available making this concern irrelevant in the longer term.

With 2D texturing, texture coordinates have to be explicitly calculated for each vertex
within the terrain (as discussed previously). When using volumetric textures, texture co-
ordinates can simply be some function of the vertex’s position in space or they can be
explicitly defined.

Textures of 64x64x64 were used for all the screenshots in this report which only requires
768k of memory 2. A 64x64 texture would normally produce very noticeable repeated
patterns due to the small size of the texture. However due to the volumetric nature of
the texture this problem only occurs when a large section of the terrain lies on a plane, as
shown in Figure 8. This is an area that needs further attention as terrain can very often

contain flat areas.

On a more varied terrain repeating patterns are not at all noticeable as can be seen in the
screenshots in the Appendix (see Section 8 on page 51).

12Stored as a 24bit RGB triple, hence 64x64x64x3 = 786432 bytes.
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I ADF Terrain

Figure 7: Texture distortion resulting from planar projection

I ADF Terrain

Figure 8: Repeated pattern due to vertices lying in a single plane
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210 Material Assignment

There are several approaches available to assigning textures and materials in existing ter-
rain rendering schemes:

1. Apply a single large pre-made texture over the whole terrain. This requires that the
graphics hardware supports high resolution textures to ensure that enough detail is
present in the texture over the whole terrain.

2. Specify a unique texture for each block of the terrain, similar to 1, but gives more
control and better texture resolution over the terrain. Blocks in this context mean
that the terrain has been broken into separate sections usually in combination with a
LOD scheme.

3. Use base texture to specify which types of material occur in which locations and use
a combination of CPU and GPU work to mix the correct textures at runtime. The
base texture is a texture that contains areas of colour with each colour representing
a different material type. At runtime these material indices are used to combine the
actual textures to produce the final output. See Charles Bloom’s website [1] for a
discussion of this technique which he calls Splatting.

Due to the problem of appling textures over volumetric data as discussed in Section 2.9,
options 1 and 2 above are not feasible and option 3 is not directly feasible as it still requires
mapping a texture over the terrain.

As the data is volumetric it makes more sense to be able to assign materials to the data in
a volumetric manner i.e. the ability to assign a material at each vertex within the data. So
instead of having a texture which is pasted onto the surface a material index is specified
for each vertex on the surface. Each vertex is associated with one and only one material.

This approach is similar to the Splatting [1] technique in that materials are assigned to
points and the actual mixing together of the different materials occurs at runtime. The
advantages of this approach are that the only work the artists need to perform is to create
the individual textures and not have to worry about explicitly creating transitions between

materials.

The rendering of the terrain is performed by blending together each of the required tex-
tures based on per vertex blending weights that are calculated based upon the material
indices.

Material Blending Weights

The material blending weights are per vertex values that specify how much of each mate-
rial to blend together at each vertex.
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Creating the blending weights is performed in two passes over the vertex data. The blend-
ing weights are passed to the graphics hardware as a four dimensional vector, each com-
ponent containing the weight for the corresponding material i.e. the x component con-
tains the blending weight corresponding to the first material, the z component contains
the blending weight corresponding to the third material.

During the first pass the blending weights for each vertex are initialised as follows:

0 otherwise

1 if materiallndex=1 1 if materiallndex=2
Wy = w, =
0 otherwise Y

Wy =

0 otherwise

1 if materiallndex=3 1 if materiallndex=4
w, =
0 otherwise

Rendering using these blending weights produces the desired result of having varying
materials over the terrain controlled on a per vertex basis. The boundaries between the
materials are very obvious and are irregular giving an appropriate look for a landscape.
Figure 9 shows the results of the basic blending between two materials, a grass and a stone

material.

M ADF Terrain

Figure 9: Results of basic blending

A further step was experimented with, that of smoothing the blending weights so as to
decrease the harsh boundary between the different materials. The blending was achieved
by simply treating the blending weights as a 4D vector and assigning to each vertex the

average of its neighbours.

S5 Pw(n(, )

count(n(7))

w(i) = ,  where n(i) is the set of neighbours of point i
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The smoothed blending weights produced much smoother boundaries between the ma-
terials. Figure 10 shows the results of the smoothed blending weights using 1,2 and 4
iterations of the smoothing algorithm.

A single iteration of the smoothing produces good results making the boundary between
the different material types less harsh. Further iterations make the boundaries smoother,
as would be expected, but visually the results are less appealing. The choice of whether
or not to smooth the blending weights and to what extent would be best decided based
on the requirements of the particular application. For example, grass to rock boundaries
would look best harder, whilst the transition between two types of grass would be softer.

(b) 2 smoothing iteration

(c) 4 smoothing iteration

Figure 10: Smoothed blending with varying smoothing iterations

The following is a snippet of the gISlang code (see Section 5 for more details) used to
combine the textures at runtime to produce the final output.

gl_FragColor = texture3D(matl,v_texCoord) *v_color.x +
texture3D(mat2,v_texCoord) *Vv_colory +
texture3D(mat3,v_texCoord) *v_color.z +
texture3D(mat4,v_texCoord) *Vv_color.w;
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211 Editing the Distance Field

The ability to easily edit terrain is one of the main attractions of existing algorithms and
simple editing is easily achievable for distance fields under a few restrictions.

For many applications using distance fields, only the distance values near the surface are
important. This is the case for this project as extracting the surface from the volume is the
only important use of the distance field. As long as the distance values are accurate close
to the surface and the sign of the distance values is correct elsewhere we can still compute
the surface mesh.

This assumption greatly eases the editing of the distance field as the distance values can
simply be updated within a region surrounding the edit tool.

Editing tools are defined as distance fields themselves which are combined with the main
distance field on a point by point basis using either min or max operations to either carve
away from or add to the existing surface.

D'(x,y,2) = min(D(z,y, z), —Deait(2,y, 2))

D/(x7y7 Z) = ma'x(D(xa?-h Z)aDedit(xay7 Z))

This assumption does lead to the distance values further away from the surface being
incorrect. Some applications require the distance field to be correct throughout and in such
situations the far distance values need to be corrected based on the correct values near the
surface. A technique to perform this correction on a background thread is mentioned in
[13].

In the Appendix (see Section 8) several screenshots show the effect of different edit opera-
tions and also show the extent to which the terrain can be edited.

2.12 Chunked LOD

See Section 1.2 for a discussion of the different approaches to level of detail computations
for terrain visualisation.

In this situation a chunked LOD scheme is definitely the most appropriate choice for sev-

eral reasons:

e It is simple to break the terrain into blocks because of the octree being used to store
the ADE. The octree is walked to a specific depth and the ADF from that point down-
wards is used for the specific chunk.

28



e Separation of the mesh into blocks allows for quick regeneration of the mesh after
editing operations as only the affected blocks need to be rebuilt.

e Provides a LOD scheme well suited to current graphics hardware, aiding the goal of

realtime visualisation.

Computing the Detail Levels

Computing different details levels from an ADF is very easily achieved. When computing
the mesh instead of walking the octree to the full depth recursion stops short of the maxi-
mum depth. For example to create the first detail level the tree will be walked to all nodes
one step up from the leaf nodes.

Problems

Breaking the terrain into blocks for meshing, however does pose some very interesting
problems that need addressing. The largest problem occurs because of the use of the mesh
topology (vertex’s neighbours) during the mesh cleanup and material assignment phases.

When the terrain is broken down into blocks the problem occurs with the faces that lie on
the edges of the blocks. Along the edge of each block the vertices of adjacent blocks must
occur in exactly the same location otherwise the chunks will not appear as a single solid
object when rendered.

Using the current implementation of the mesh generation algorithm the vertices locations
are altered by two processes: relaxation and smoothing. The relaxation process is not
problematic as each vertex is moved using only information about itself. However the
smoothing process is problematic as the resulting position of each vertex is a function of
its neighbours. Thus along the edges of each terrain block vertices that should share a
location will end up in different locations as the neighbours the point is aware of differ.

Possible Solutions

There are two possible solutions to this problem some more involved than others.

The first possibility is to share topology information between the meshes of neighbouring
blocks, thus allowing the smoothing to be performed as it currently is. This would work
because each edge vertex would have access to the full set of its neighbours and hence the
mesh smoothing could be performed as it is currently implemented.

The second possibility is to use two distinct sets of operations during the mesh cleanup,
one for edge vertices and one for the remaining vertices. The edge vertices would only
undergo operations which require knowledge of the single vertex i.e. does not rely upon
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knowledge of its neighbours. All the other vertices would be treated as previously dis-
cussed i.e. the vertices are smoothed using a Laplacian smooth, but the edge vertices are
fixed in location during smoothing.

Just performing relaxation on the edge vertices is not sufficient, as this does not produce
vertices lying in the correct location due to the incorrect first estimation of the normals.
The solution is to perform multiple iterations of the relaxation process re-estimating the
normals from the distance field before each iteration.

Chosen Approach

The second option, i.e. complete separation of the blocks with special handling of edge

vertices, was chosen for several reasons:

1. The complete separation of each block from each other allows for efficient regenera-
tion of the mesh after edit operations. Only the blocks that intersect the editing tool
need to be considered.

2. Using any schemes that require knowledge of the neighbours’ vertices introduce
problems when performing editing operations. It would be hard to detect if the
final position of any edge vertices will be affected by an edit. This would mean that
neighbouring blocks of any block being edited would also have to be rebuilt.

3. Each block is a distinct entity, requiring no knowledge about or information from
neighbouring blocks. This reduces the computational and memory overhead associ-
ated with building the mesh.

There is one downside to this approach for generating the mesh. The vertices along the
edge of each block are not treated in the same manner as the rest of the vertices, mean-
ing slight jumps in position can occur where smooth transitions could be present. These
would manifest themselves as a line of irregularities in the mesh along the line of a block
boundary between different terrain blocks.

Using the current implementation artifacts are visible within the resulting mesh along the
block boundaries. Further research is required into a more suitable method of processing
the vertices on block edges.

2.13 Block based system

By employing a block based approach to building and rendering the mesh, other advan-
tages are gained besides that of allowing for chunk based LOD.
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Per Block Materials

If the entire terrain is a single mesh then the number of different textures that can be used
is severely limited by the limitations of the hardware being used !*. However when the
mesh is broken into chunks, the limitations only apply on a per block basis. For example
if the hardware is capable of rendering 4 textures simultaneously then using the single
mesh approach would mean being limited to 4 textures over the entire terrain. Using the
block based approach only places a limit of 4 textures per block, with no actual limit on
the number of texture allowed over the whole terrain.

Culling

By breaking the terrain down into separate blocks each block can be tested for visibility
using frustum culling before rendering the block. This greatly reduces the amount of work
performed by the GPU as only visible items are rendered.

Editing

If the terrain is represented by a single mesh then the entire mesh has to be rebuilt after
an edit operation which is a reasonably expensive operation. However if the terrain is
partitioned into blocks only a few of the blocks in the locality of the edit operation will
have their meshes rebuilt.

2.14 Suitability for Realtime Rendering

The scheme outlined so far is well suited to realtime visualisation of arbitrary terrain
topologies. By splitting the terrain into blocks and employing a chunk based LOD sys-
tem maximum usage of the graphics hardware is ensured with a minimum possible CPU
overheard.

Volumetric textures provide good non-repeating texture cover to the entire terrain apart
from the one situation previously mentioned i.e. that of a large area of terrain lying in a
single plane. This problem can be avoided by either adding slight variations to any very
flat areas, or alternatively by introducing a different scheme for generating the texture
coordinates.

BGraphics hardware has a number of texture units that can be active simultaneously. The number varies
from one to typically four.
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Object Placement

When visualising terrain objects need to be placed on the surface of the terrain. Using an
elevation map based approach this is an easy operation to perform as the height values
can be used directly to locate surface points. In theory placing an object the surface of an
arbitrary 3D mesh is a hard problem. However the presence of the distance field makes
this a trivial operation to perform. Given a point in space we know the distance to the
surface and the normal to the surface can be computed (see Section 2.6) allowing an object
to be placed directly on the surface.

Navigation

Automatic navigation of terrains is an important operation, particular for interactive games.
Wan et al [19] provide an algorithm for performing route planning through distance fields,
although experimentation would be required to determine its suitability for application to

terrain navigation.
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3 Design and Implementation

The entire project was coded in C++ as it offers the level of memory management and per-
formance required for handling the large volumes of data that are present in this project.

To provide the rendering and background infrastructure to this code, the author’s own
basic rendering engine was used. However the code has been constructed so as to have
minimal dependencies upon this code base to facilitate easy porting to another rendering
platform.

All of the code written was designed to be as generic and flexible as possible providing
for future development. The code written so far is a proof-of-concept rather than a final
version and as a results some sections of code are not as well structured as they could be.
In the longer term these sections will need to be rewritten.

The ADF building process happens in three distinct phases, these are:

1. Converting input data into a distance field format. This is an optional step only
required if the user needs to take input from an existing elevation map.

2. Creating the ADF from the distance field.

3. Converting the ADF into a mesh, including computing blending weights for each of
the materials.

The process was split into three distinct stages to allow for maximum flexibility at later
stages of development.

3.1 Distance Transform Application

Large amounts of terrain data are available as elevation maps. In order to maintain com-
patibility with these applications a method to import this data is required. In order to
convert elevation data to a distance field, the data must be converted to a voxel represen-
tation and then a distance field computed (as discussed is Section 2.4 on page 17).

Computing the distance field is a resource intensive process, typically an elevation map
will be 256x256 pixels in dimensions and have 256 different height levels, leading to a
256x256x256 volume of data to be processed. For each voxel in the distance field during
runtime, a 3D vector is used to store the distance, resulting in the usage of a 192MB mem-
ory buffer at runtime.

The size of terrain that can be processed is limited by the memory available on the sys-
tem running the distance transform application. For large terrain sizes alternate schemes
would have to be considered due to the memory requirements e.g. a 512x512 elevation
map would require 768MB of memory during processing. Obviously in situations such
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as this an alternate strategy would have to be formulated for performing the calculations.
One possible approach would be to break the terrain into separate chunks, perform the
distance transform and then recombine the slices into a single output file.

The output from the distance transform is a full distance field, meaning large storage re-
quirements i.e. a typical terrain of 256x256x256 would produce an output file of 64MB
in size. However improvements can be made on this, especially when the terrain is be-
ing used in an application where the highest possible accuracy is not important such as
computer games. Lower precision numbers can be used to represent the distance values

without a significant loss in precision.

Lower Precision Storage

For a 256x256x256 distance field the largest value that any single distance can be is 443.414,
If a 16bit fixed precision scheme is used, distance values can be represented with a 9.7
format (9 bits for whole numbers, 7 bits for fractional). Using 7 bits for the fractional part
allows us to represent values with a granularity of 0.0078125.

Fixed precision arithmetic could also be used during the computation of the distance trans-
form. Fixed precision vectors could be used to halve the memory requirements of the
distance transform application.

Compression

The output file tends to contain a large number of very similar distance values and hence
compresses very well. Experimental results suggest that a 64MB floating point file typi-
cally compresses down to about 16MB in size.

The size of the output file should not be of too much concern to users however as they
would normally store the ADF version rather than the full distance field. Computation
times for the DF are sufficiently fast that recomputing the distance field from an elevation
map would not be problematic.

3.2 ADF Code

The ADF is as previously mentioned an octree based system. The actual ADF is repre-
sented by two classes ADFOctree and ADFOctreeNode .

Computation of the ADF is performed by passing an instance of a class derived from the
DistanceField base class to ADFOctreeNode.Compute . This approach allows the

“Maximum vector length is (256,256,256) i.e. from one corner to its diagonal opposite. Then length of this
vector is 443.4.
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ADF to be computed for any type of distance field without knowledge of the internal

workings of the distance field.

Editing

Once the ADF has been computed it can be edited by performing addition or subtraction
operations to the field. Editing is performed via the use of instances of classes derived from
the EditTool  base class. This is done so as to only need a single code path via which all
edit operations are performed. The theory behind the editing operations is discussed in
Section 2.11 on page 28.

Each EditTool has a GetDistance function that provides the distance field for the tool.
In addition each tool exposes a bounding box for the tool used to determine which ADF
nodes need to be updated. Editing is done as a recursive process, the bounding volume of
the EditTool is used to select which nodes need to be updated with new distance values.

The following code snippet shows how the edits are applied:

ADFOctreeNode::ApplyEdit(EditTool editTool)

if IsLeaf then

Compute() //recompute the distance values for this node
else

for(each child of node)

if(editTool.Intersect(child node))
child.ApplyEdit(editTool)

next

end if

Mesh Generation

Mesh generation is an entirely separate process allowing the ADF to be used to generate
multiple independent meshes. This separation was made so that the mesh can be handled
and manipulated independently from the ADF e.g. the mesh could be saved to disk and
hand edited if so desired or imported into a separate application for rendering.

The mesh generation class exposes the following two functions:

AddFace(p0,n0,p1,n1,p2,n2)
Finish()

These functions are called whilst recursively walking the octree nodes to add faces to the
mesh according to the approach outlined in Section 2.6. Vertices are passed in by location
and the mesh class takes care of treating multiple vertices at a single location as a single

vertex.
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During the mesh generation the ADFOctreeNode passes the vertices to the mesh class
(ADFMesh as vertex positions. For efficient rendering multiple vertices sharing a single
location are treated as a single vertex and referenced with an index '°. Combining of the
vertices is performed by use of a hash table using the vertex’s location as the key.

Once all the faces have been added to the mesh the Finish method is called. This per-
forms the smoothing and relaxation operations and finally calculates the material blending
weights (see Sections 2.8, 2.7 and 2.10 respectively).

After finalising all the mesh generation the vertices and indices are moved over from sys-

tem memory into a graphics hardware buffer for subsequent rendering.

3.3 Block Based System

Implementing the block based system required alterations to the basic approach outlined
above. An ADFTerrain class was created to handle the details of performing the block

based rendering.

The ADFTerrain class contains an ADFOctree , but splits this into separate blocks. Ini-
tially the octree is subdivided down to the appropriate depth for the number of blocks
needed. For example, if 4x4x4 terrain blocks are required the octree is subdivided by two
levels. At this stage each of the octree leaf nodes are associated with a block.

For each block the ADF and subsequently the mesh is computed separately. No changes
were required to the existing ADFOctreeNode code to allow this mode of operation as the
nodes perform all their calculations recursively.

Changes were required to the mesh generation class ADFMeshto accommodate the changed
vertex cleanup routines as discussed in Section 2.12. Flags were added to each vertex
stored in the ADFMeshindicating whether or not the vertex lies on the edge of the mesh.
This flag is used during the smoothing and relaxation operations accordingly.

3.4 Volumetric Textures

The volumetric textures used to texture the landscape were created using simple procedu-
ral techniques. All of the textures are based around Perlin noise with colour maps applied
to produce the desired texture. For more realistic texturing of the terrain more advanced
procedural generators would be required. With this in mind a generic texture framework

was put in place to accommodate future expansion in this area.

All textures are represented by classes derived from a Texture base class. Each instance is
capable of generating 1D, 2D or 3D textures as required. These are called texture layers and

BTriangles can be specified in multiple ways, see Appendix 7 for details.
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they can be combined together using certain combination operations such as alpha blend-
ing to produce a final texture. Creating more combining operations or texture generators
is simply a case of creating implementations of the appropriate base classes.

Texture Coordinates

Texture coordinates are per vertex values that specify what position in the texture should
be applied at the particular vertex. Values are usually specified in the range 0...1 and
a texture coordinate is required for each dimension of the texture i.e. in this application
volumetric textures require three texture coordinates per vertex.

For values outside the range 0...1 several possibilities exist for handling these values:

1. Clamp - Texture coordinate values are clamped to the range 0...1, i.e. any value below
0 is set to 0 and any value greater than 1 is set to 1. This gives the appearance of the
border pixels being stretched out over areas where the texture coordinates are out of
range.

2. Wrap - Only the fractional portion of the texture coordinate value is used, the integer
part is disregarded. For example if the value is 1.5, a texture coordinate value of 0.5
will be used by the graphics hardware. This causes the texture to repeat over the
surface.

3. Mirror - Similar to the wrapping approach in that the texture repeats over the surface,
but instead of immediately wrapping the values they are mirrored. For example
values in the range 1...2 will be mapped to 1...0, values in the range 2...3 will be
mapped to 0...1 and so on. This is a very simple way to produce textures that tile
together.

In the current implementation texture mirroring is used to ensure that the textures tile
across their edges. Tiling is required so that boundaries between the edges of the texture
are not visible when the texture repeats over a surface. This is in part responsible for
making the repeating patterns that are visible over flat sections of the mesh. A better
approach would be to calculate the texture so that it is directly tileable without the need

for the mirroring operation.

3.5 Automatic Material Index Assignment

The material indices assigned to each vertex prior to the blending weight calculations can
either be automatically generated or manually assigned.

Automatic generation of the material indices can be performed by the application of a few
simple rules. The rules used in this implementation were as follows:
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1. Vertices whose normal points roughly upwards are assigned the grass material.
2. Vertices whose normal points roughly sideways are assigned the stone material.

3. Any points produced by carving away from the original mesh are assigned the soil

material.

Many other possible rules can be created to assign the material indices. Automatic gener-
ation rules relieve the artists from having to directly assign material indices for the entire
terrain. Obviously in some situations artists will want to override automatic generation to
achieve a particular result.

3.6 Memory Consumption
Distance Transform

Memory consumption during the distance transform application is approximately 192MB
for a standard 256x256x256 terrain'®. This is not unreasonable considering most computers
typically have at least 512MB of RAM and the fact that this application is a preprocessing
one. The intent is that this application will be run once to generate a distance field from
the elevation map and from then onwards the distance field is used. However, it would be
possible to reduce the amount of memory required at runtime for the distance transform
application using some of the techniques described previously (see Section 3.1). Although,
as with all memory issues, there is generally a speed or accuracy tradeoff that can be made
against memory usage.

The distance transform technique used (VCVDT) requires the storage of a vector distance
field during computation. One solution to the memory requirements would be to switch to
an alternative distance transform algorithm e.g. [11] which requires storage of the distance
field at runtime!”. Immediately providing a three fold reduction in the memory require-
ments for the same size distance field.

Runtime Code

The biggest consumer of memory in the runtime code is the ADF octree. Currently each
octree node requires 144 bytes of memory, which is far from optimal. Typically an octree
will contain in the order of 1000s of nodes. Hence any reduction in the amount of data
being stored in each node will greatly reduce the overall memory consumption.

There is a memory/space tradeoff with the data stored in the nodes however. Some data
e.g. the position of the node’s corner points, can be calculated from other data stored in

16Field of vectors, each vector requires 12 bytes.
Instead of storing a vector distance for each point just the distance value is stored. A space saving of 12
bytes versus 4 bytes.
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the node, but these values are frequently used and constantly recalculating them is slow. If
memory usage becomes a concern these values can be calculated instead of being stored.

Textures occupy no main system memory as they are stored directly on the graphics hard-
ware. The textures used in this project occupy 768k of memory each. As such higher
resolution textures could be used, for example 128x128x128 textures would require 6MB
of memory to store. As most graphics cards have at least 128MB of RAM this texture size
would not be a problem, however going up to the next texture size of 256x256x256 would
be. One possible solution would be to use non-cubic volumetric textures, for example one
of 256x256x64 in size. This would still give us the easy application of textures, but requires
less memory than a full cubic texture volume. The tradeoff in this case would be a more
frequent repeat of the texture in one of the axes.

3.7 Results

Distance Transform

Data Size Runtime (s)
256x256x256 | 104
124
112
114
138
128x128x256 | 23
24
23
23

Table 1: Runtimes for distance transform application

The runtimes for the distance transform application shown in Table 1 are relatively slow,
but at this stage getting correct results is more important than fast results. The results listed
above are slower than the times achieved by Satherley and Jones [16] in their implementa-
tion of the same algorithm pointing to an area of future improvement.

The runtimes of the distance transform application are not that important as the distance
transform is run once to produce a distance field representation of an elevation map. A
fairly wide variation in the runtimes is evident for the larger volume sizes. The larger
volume sizes require large amounts of memory and hence cause the operating system to

page in and out memory resulting in the variations in the runtimes.
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ADF Size Source Data Leaves | Computation time (s)
256x256x256 | Distance Transform || 17841 10

17992 9

21437 11
256x256x256 | Sphere Field 4520 4

Table 2: Computation times for differing complexity ADF trees

ADF Computation

Table 2 shows the times taken to compute different ADF trees. The data leaves column
indicates how many data leaves are present in the tree after computation. The Distance
Transform in Table 2 means distance values are taken from an output file from the distance
transform application. The Sphere Field in Table 2 means distance values are calculated
using the formula for the distance from the surface of a sphere.

The time taken to compute the ADF varies depending on the data source used as the input
distance field. Computations using formula based distance fields (e.g. the sphere field
above) are performed faster than when retrieving the distance values from disk.

The distance field values read in from the distance transform application are read directly
from disk without any values being stored in memory. This is a case of a memory/speed
trade-off. It is possible to increase the speed of the ADF computation when using data from
the distance transform application by caching the entire contents of the file in memory, but
this comes at the cost of using an extra 64MB of memory. First time generation of the ADF
tree is not that great a concern, as long as it is reasonably fast. It is only done once per
execution of the program, if that. The operations that are most time critical are the mesh
generation and editing phases of the algorithm.

Mesh Generation

Data Leaves | Generation Time (s)
4520 0.2
17841 3.8
17992 4.1
21437 4.4

Table 3: Generation times for meshes from differing complexity ADF trees

Table 3 shows the times for building meshes from different complexity ADF trees. Profiling
of the code shows that the slowest operation when building the mesh is that of coalescing
vertices sharing the same location down to a single vertex. In this implementation the STL
container mapis used to hash vertices to an index based on their location. This is the most
expensive part of the mesh production phase and the time required to perform this could
be greatly reduced by using a custom written hash table.
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The hashing of vertex positions to provide an index is required so that we can perform
indexed rendering of triangles (see Section 7 for more details) as it is more efficient than
passing all the vertices for each triang]le.

3.8 Block Based Results

Using the block based approach the following figures were obtained for per block compu-
tational speeds for the dataset above that resulted in the 17841 data leaves.

Average ADF computation time per block = 0.120 s.
Average mesh computation time per block = 0.039 s.

These times are very good and allow for near realtime editing of the mesh, but further
improvements to the computation time are required to support realtime editing. For a sys-
tem running at 60 frames per second (fps) the amount of computation per frame should
consume roughly 10 ms of time or 0.01 s. One option would be to perform the edit compu-
tations over the course of several frames using a background thread. Although it should be
possible to achieve realtime updates with sufficient optimisations to the implementation.

3.9 Conclusions

Distance fields and ADFs in particular provide a good basis from which realtime terrain
visualisation can be performed. Their use removes all restrictions upon the topology of
terrain that can be rendered (see Section 8 for screenshots).

Memory requirements during runtime are currently on the high side for a realtime system,
but improvements can be made. In some situations this will require sacrificing accuracy
for memory, but the loss in accuracy will not be noticeable unless very high accuracy is
required. For most realtime visualisation scenarios the accuracy is not of paramount im-
portance and can be sacrificed to a certain degree.

The generation of a static mesh and the chunk based LOD system provides the highest
possible framerates on current graphics hardware. The use of OpenGl shaders to imple-
ment the texture blending does require graphics hardware that both supports this feature
and provides good performance with it.

Material assignment is simple and provides a sufficient level of control to be able to pro-
duce realistic looking terrain. The only problem with the texturing scheme employed is
that volumetric textures are required, meaning textures have to be procedurally generated.

As a result of the block based approach, the mesh can be edited in near realtime and subse-
quent improvements to the implementation will be able to deliver realtime editing of the
ADFE.
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4 Current Status and Future Plans

The technology presented here works and provides very good evidence for being a com-
plete visualisation scheme for arbitrary topology terrain. Several aspects still need to be
either improved or addressed, but solutions exist to all foreseeable issues.

Providing a user interface via which editing of the distance field can be performed is the
most pressing issue that would have to be addressed before this work could be considered
a complete proof of concept. In order to provide an editing interface several areas of the
existing implementation need attention. Namely decreasing the time taken to perform
editing updates to the ADF and reducing the runtime memory footprint.

Without editing tools it is very hard to demonstrate to potential users and customers the
full extent of how well the software works. Equally customers need to be able to import
existing data to be able to compare the functionality and ease of use of two separate soft-
ware solutions. The distance transform application is a start to providing a set of editing

tools, but the most important side is a realtime editing environment.

4.1 Editing User Interface

An appropriate editing environment needs to be chosen. There are two possible choices:
the first is to produce a custom editing environment, the second is to produce an editing
plugin to an existing modelling package such as Maya or 3D Studio MAX.

The most important aspect of editing tools is the user interface. No matter how good the
technology is without a comparably good user interface the technology will not gain wide
acceptance. Taking this into account the most logical step would be to provide a plugin or
plugins to existing packages. This way the user interface already exists and there is a large
user base who understand the interface, making marketing the technology easier.

Writing editing plugins requires a fair amount of work to understand the particular API
and to write a compatible plugin. The basic code base upon which all the plugins are
built will be the same in all situations. In order to create such plugins the fastest approach
would be to hire a programmer with experience in the particular API, especially as the
APIs tend to be fairly large, complex and poorly documented.

4.2 Current State of Software

The software produced for this project is very definitely at a proof-of-concept stage, with
considerably more effort being required to produce a marketable product. ADFs do pro-
vide a very solid basis for performing realtime visualisation and editing of terrain data.
The code written so far would provide all the basics needed to produce a more complex
application.
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Before being able to seek funding for further development of this work a complete proof-
of-concept would be required that provides at least a basic editing environment. Develop-
ing such an interface would probably require in the order of six months further work.

4.3 Digital Terrain Modelling

With the long term goal of moving into the DTM field much more work will be required
than for simply creating a realtime visualisation library. First of all DTM work empha-
sizes accuracy to a high degree meaning extra effort and planning will have to go into the
handling of data storage and processing. Higher accuracy means more data. The current
implementation uses floating point numbers for all distance values which should be of suf-
ficient accuracy for most applications. There still exists the problem of scaling the current

solution to larger sections of terrain.

DTM applications make use of additional input formats compared with most other terrain
visualisation applications. Elevation maps are still used, but laser range scans are also
common. All other input formats would need tools created to convert data into a format
compatible with volume based representation.

Producing a product to handle the sort of accuracy and sizes of datasets required by DTM
work, will require significantly longer. Probably in the order of 1-2 years with 2 or 3 full
time developers. The majority of the work during this phase would be in providing the
tools and algorithms required by users of DTM software.

The aim of the DTM package would be to provide a completely realtime editing environ-
ment in which the user can operate. Providing realtime operations over large datasets will
be the most challenging part of such an undertaking and certainly some operations will

not be realtime.

44 API

With the DTM software being such a long term goal, a shorter term goal may be required
to provide revenue. It would be perfectly feasible to package up the code into an API pro-
viding developers with a high quality terrain visualisation solution. The would provide
import and editing abilities, but lack any form of GUI to support the editing.

The most probable market for such an API would be any company wanting to incorporate
visualisation into their software without having to develope their own terrain software. A
complete API could probably be ready with only a few months work (2-3) by a couple of
experienced software developers.
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4.5 Future Plans

Developing the visualisation software into an API would be a sensible course to take. It
would allow all the functionality to be tied down and finalised allowing further effort
to be concentrated on the more ambitious tasks of creating an editing environment and
ultimately producing high quality DTM software.

44



Bibliography

[1] C. Bloom. Terrain texture compositing by blending in the frame-buffer
(aka ”splatting” textures). Technical report, www.cbloom.com, 2000.

www.cbloom.com/3d/techdocs/splatting.txt.

[2] P. Bremer, S. Porumbescu, F. Kuester, K. I. Joy, and B. Hamann. Virtual clay modeling
using adaptive distance fields. In D. Keen, editor, Proceedings of the 2001 UC Davis
Student Workshop on Computing, TR CSE-2001-7, California, Davis, 2001. University of

California, Davis.

[3] O. Cuisenaire. Distance transformations: fast algorithms and applications to medical image
processing. PhD dissertation, UCL, Louvain-la-Neuve, Belgium, Oct 1999.

[4] W. H. de Boer. Fast terrain rendering using geometrical MipMapping, 2000.

www.flipcode.com/tutorials/geomipmaps.pdf.

[5] M. A. Duchaineau, M. Wolinsky, D. E. Sigeti, M. C. Miller, C. Aldrich, and M. B.
Mineev-Weinstein. ROAMing terrain: real-time optimally adapting meshes. In IEEE
Visualization, pages 81-88, 1997.

[6] S. Frisken, R. Perry, A. Rockwood, and T. Jones. Adaptively sampled distance fields:
A general representation of shape for computer graphics. ACM SIGGRAPH, pages
249-254, Jul 2000. http:/ /www.merl.com/papers/TR2000-15/.

[7] M.].Harris, W. V. B.1II, T. Scheuermann, and A. Lastra. Simulation of cloud dynamics
on graphics hardware. In Proceedings of Graphics Hardware 2003, 2003.

[8] M. W. Jones and R. Satherley. Using distance fields for object representation and
rendering. In In Proc. 19th Ann. Conf. of Eurographics (UK Chapter), pages 37—44, 2001.

[9] P. Lindstrom and V. Pascucci. Visualization of large terrains made easy. In Proceedings
of IEEE Visualization 2001, pages 363-370, 574, 2001.

[10] K. T. McDonnell, H. Qin, and R. A. Wlodarczyk. Virtual clay: a real-time sculpting
system with haptic toolkits. In Proceedings of the 2001 symposium on Interactive 3D
graphics, pages 179-190. ACM Press, 2001.

[11] J. C. Mullikin. The vector distance transform in two and three dimensions. CVGIP:
Graphical Models and Image Processing, 54(6):526-535, 1992.

45



[12]

[13]

[14]

[15]

[16]

[17]

[18]

[19]

T. Nishita, Y. Dobashi, K. Kaneda, and H. Yamashita. Display method of the sky color
taking into account multiple scattering. In Proc. of Pacific Graphics 1996, pages 117-132,
1996.

R. N. Perry and S. F. Frisken. Kizamu: A system for sculpting digital charac-
ters. Technical Report TR2001-08, Mitsubishi Electric Research Laboratory, 2001.
http:/ /www.merl.com/papers/TR2001-08/.

E. Praun, A. Finkelstein, and H. Hoppe. Lapped textures. In Proceedings of the 27th
annual conference on Computer graphics and interactive techniques, pages 465—470. ACM
Press/Addison-Wesley Publishing Co., 2000.

S. Roettger, W. Heidrich, P. Slusallek, and H.-P. Seidel. Real-time generation of contin-
uous levels of detail for height fields. In V. Skala, editor, Proceedings WSCG "98, pages
315-322, 1998.

R. Satherley and M. W. Jones. Hybrid distance field computation for volumetric ob-
jects. In Proceedings of the Joint IEEE TCVG and Eurographics Workshop, pages 121-133,
2001.

R. Satherley and M. W. Jones. Vector-city vector distance transform. Computer Vision
and Image Understanding, 82:238-254, 2001.

T. Ulrich. Rendering massive terrains using chunked level of detail control, 2002.
www.tulrich.com/geekstuff/chunklod.html.

M. Wan, E. Dachille, and A. Kaufman. Distance-field based skeletons for virtual nav-
igation. In Proceedings of the conference on Visualization ‘01, pages 239-246. IEEE Com-
puter Society, 2001.

46



Part 11
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5 OpenGl Shader code

glSlang is the new standard high level shading language for OpenGl, being adopted
as part of the OpenGl v2.0 standard. The shaders are actually small programs that can
be executed at either the vertex or pixel level and replace the vast majority of the fixed-
function rendering pipeline traditionally provided by graphics hardware. The syntax is
distinctly C like.

The following code was used in this project to provide the texture blending as outlined in
Section 2.10.

Pixel shader code (blends between 4 separate volumetric textures based on the supplied
blending weights):

uniform sampler3D matl;
uniform sampler3D mat2;
uniform sampler3D mat3;
uniform sampler3D mat4;
varying vec3 v_texCoord,;
varying vec4 v_color;

void main( void )

{
gl_FragColor = texture3D(matl,v_texCoord) *v_color.x +
texture3D(mat2,v_texCoord) *v_colory +
texture3D(mat3,v_texCoord) *v_color.z +
texture3D(mat4,v_texCoord) *Vv_color.w;
}

Vertex shader code (transforms vertex into camera space, calculates some texture coordi-
nates and sends the colour value containing the blending weights to the pixel shader):

varying vec4 v_color;
varying vec3 v_texCoord;

void main( void )

{

[ltransform position based on modelview and projection matrices
gl_Position = gl_ModelViewProjectionMatrix * gl_Vertex;

/[calculate some tex coords based on the vertex's position
v_texCoord = gl_Vertex.xyz *vec3(0.05f,0.03f,0.05f);

/lthe blending weights are passed around in the colour channel
v_color = gl_Color;
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6 Glossary

Glossary of technical terms and concepts used in this paper.

Octree - A type of spatial data structure used to subdivide space for more efficient pro-
cessing and rendering. An octree is a tree based data structure, where each node is a cube.
Each node will have either none or eight children. A child node represents a sub-cube
of its parent with each child being the same size as the rest i.e. at each level the children
split their parent into eight smaller spaces. The hierarchical nature of octrees is their most
useful feature. For example when rendering if a node is not visible then all of its children
are not visible either, as a node completely contains all of its children.

Laplacian Smoothing - A type of smoothing that can be applied to vertex data that alters
vertices’ positions based on their neighbours positions.

Planar Projections - A method of generating 2D texture coordinates for mesh. Two of
the axes of the vertices” positions are used to calculate (typically by scaling) the texture
coordinates. The remaining axis is disregarded. Any sections of the mesh which lie pre-
dominantly in the disregarded axis will exhibit distortion of the texture.

7 Triangle Rendering

There are numerous methods for transferring geometry from system memory to the graph-
ics hardware. Different approaches deliver different levels of performance.

1. Triangle Lists - for each triangle in the mesh, all three vertices are explicitly specified.
This approach is the easiest but slowest, as this approach causes the most memory
to be transferred to the graphics card. Secondly unless the graphics card tracks ver-
tices that occupy the same point in space, each copy of the vertex will have to be
transformed and lit.

2. Indexed Triangle List - an array of all the vertices used for the mesh is created. Each
triangle is then specified as an index into the list e.g. the first triangle is made by
joining vertices 1,2 and 4 from the array. This results in lower memory usage as com-
mon vertices are only specified once. Common vertices are known to the graphics
card, meaning they are only lit and transformed once; the results can be stored and

re-used when the vertex is re-encountered.

3. Triangle Strips and Fans - two ways of re-using vertices from preceding faces, mean-
ing that all three vertices do not have to be specified for each face. These are the most
efficient method of rendering, but require the most work to compute.

Triangle strips and fans are relatively easy to produce during pre-processing operations,
but producing them at runtime is harder and requires CPU time that could generally be
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better spent elsewhere.

When creating meshes dynamically indexed triangle lists are commonly chosen as it is nor-
mally easy to compute indices for triangles and the increase in performance over triangle
lists is marked.
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8 Screenshots

(a) Terrain prior to editing (b) Terrain from the same view after editing

(c) Edited terrain from a different viewpoint

Figure 11: Effect of applying many edit operations

(a) 'Caves’ created by editing (b) Alternate view of the same ’caves’

Figure 12: Two different view of ‘caves’ created by edit operations
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